
IBM Watson for the NHS: a pilot study at Leeds
Alicja Piotrkowicz, Owen Johnson, Geoff Hall
LEEDS INSTITUTE FOR DATA ANALYTICS 

IBM Watson won the TV game show Jeopardy in 2011.

Memorial Sloan Kettering, New York used Watson for cancer diagnosis in 2013.

How can it help the UK NHS in 2016?   

Abstract
The UK NHS has some of the world’s largest and richest sources of electric health records 

(EHRs) and big data tools such as IBM Watson have the potential to unlock this wealth of 
knowledge to help improve research and the direct care of patients. In this pilot we used the 
Natural Language Processing (NLP) features of IBM Watson Content Analytics to evaluate 
information extraction (IE) for three use cases using an EHR from the USA (MIMIC-III) and 
one from the UK NHS (LTHT’s PPM). 

Rule based approaches were developed iteratively using the IBM Watson toolset and high 
rates of precision and recall were achieved using the same rules against both EHRs. While 
many general NLP rules proved effective, we encountered sufficient variance in the use of 
clinical language for different conditions to conclude that each use case requires a separate, 
tailored set of rules for maximum effectiveness.  

Task
For each use case, identify and retrieve all documents which include a positive instance. For 
example: 

“right hydronephrosis is noted”
“no evidence of hydronephrosis” 

USE CASES

Clinical term Hydronephrosis Brain metastases HER-2 status

Clinical document Radiology Radiology Pathology

MIMIC-III LTHT PPM

EHR data source Beth Israel Deaconess,
Boston, MA, USA

Leeds Teaching Hospitals 
NHS Trust, Leeds, UK

Period 2001-2012 1996-2016

Patients ~37,000 ~2.5 million

Clinical documents ~0.5 million ~50 million

Parse and Index SearchImport

1) Dictionaries 

= lists of keywords e.g. 
Hydronephrosis, Negation 

How we used IBM Watson Content Analytics 

2) Annotations

= dictionary matches

3) Creating a rule from 
Annotations

e.g. Negation + “hydronephrosis” 

=   negative instance

4) Rulesets

Sets of rules for negation, clinical 
history, evaluation.  

Evaluation 
Random samples of 50 predicted positive and 50 predicted negative reports were 
evaluated manually.   

Conclusions
Each condition required a new, customised model. We found that once models had been 
developed they were effective on both the data from the UK and from the USA, two very 
different healthcare environments. We believe this is because medics are trained to report in 
the universal language of medicine. IBM Watson Content Analytics proved to have an 
effective and easy-to-use user interface and the high-performance indexing required for very 
large scale text analytics in healthcare. 

Further work will progress in four areas: 1) Understanding how to embed text analytics within 
routine care at Leeds to improve clinical safety and clinical coding. 2) Development of further 
use cases to establish broader applicability. 3) Discussions with IBM on using the LIDA 
infrastructure to evaluating more advanced IBM Watson tools for the UK NHS. 4) As we 
believe these models to be transferrable across organisational and international boundaries, 
we propose an International Community of Users for Watson's Content Analytics to 
share/exchange these models for local implementation and improvement.    

MIMIC-III LTHT PPM

Hydronephrosis

Precision
Recall

93%
96%

94%
95%

Brain metastasis 

Precision
Recall

84%
88%

89%
94%

6.1 million relevant clinical documents Browsable inspection of annotated corpus

Creation of natural language processing rules in Watson to ‘fit’ each use case

Precision: how many of the retrieved documents are relevant

Recall: how many of the relevant documents are retrieved

Research Environment
The pilot was conducted using the data safe facilities within the Integrated Research Campus 
(IRC) of the Leeds Institute for Data Analytics (LIDA), a £12m investment in state-of-the-art 
data science at the University of Leeds in partnership with Leeds Teaching Hospitals Trust 
(LTHT). Both datasets were received in anonymised formats under appropriate ethics and 
information governance frameworks and  stored within the data safe facilities (ISO 27001 
pending).  Data access was restricted to LTHT staff located within the secure facilities through 
a secure Citrix connection to an audited secure Virtual Machine (VM) running IBM Watson 
Content  Analytics ®.     
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